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Multi-domain  Dynamic Circuit Network

Architectural Introduction

The architecture is a product of the DICE Control Plane Working Group.   DICE is an acronym for Dante, Internet2, Canarie and ESNet.  The DICE control plane working group has met over the past 2 years and defined this architecture and protocol.  The protocol has been implemented by Internet2, ESNet, and GEANT and is currently interconnects all three networks.  



May 30, 2008
This document complements other documents describing DCN in operational terms.  The IDC Protocol Specification is one such document that describes the implementation in detail.  The Protocol Description includes a Glossary which can be referenced for terms in this document.
This architecture document provides insight into the architectural concepts that have gone or, in some cases, still need to go into the protocol.

This is a work in progress.  Additional sections are under development.
Comments and Questions can be sent to dice-controlplane@internet2.edu 
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1 Topology Overview

1.1 Data Plane Topology

A multi-domain dynamic circuit network (M-DCN) is defined, for purposes of this document, as a set of circuit networks that are interconnected in such a way that a host connected to one domain may create a dynamic circuit to a host connected to another domain.

Each domain is called a DCN (Dynamic Circuit Network).  Domains are interconnected by links 4. Each link has two names, one associated with the port at each end of the link

Each end of a link connects to a node.  Links to other domains are often known as ENNIs (External Network to Network Interfaces), links to end user hosts are known as UNIs (User Network Interface) and links to other nodes within the domain are called NNIs (Network Node Interface).  The diagram below shows an example of how such networks may be structured.  The NNI interface is outside the scope of this document.
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In the IDC protocol document an ENNI is known as an ingress and egress from a domain, a UNI is an endpoint.
1.2 Interdomain Control Plane Topology

The creation of circuits over the data plane is managed by the control plane.  For multi-domain DCNs there is an Interdomain Control Plane which sets up circuits between domains.

Each domain has an Interdomain Controller (IDC) which is used to communicate with other domains.  Control Communication between domains is done using the IDC Protocol 4.  Each domain has a Domain Controller which controls the devices in the network.  The IDC requests services from the DC.  How the DC performs its functions is outside the scope of this document.

The figure below shows the IDCs in the Interdomain Control Plane, while the individual domains are shown as interconnected in the Interdomain Data Plane.  Each domain has an IDC and a DC.  Domains communicate with each other only through IDCs.  
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The way that IDCs communicate between each other depends on a number of factors such as trust relations between domains and between users and domains, the policy for how networking resources are to be allocated within a domain, and perhaps other factors.  Two basic ways of organizing IDC communication are the chained and tree models, shown in diagrams below.
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In the chained model each IDC communicates with its neighbors.  This is similar to the GMPLS model for creating circuits.  In this model each IDC must have a trust relation with its neighbor.  

In the tree model, each IDC must have a trust relationship with the ID scheduler.  This is similar to the GRID model for allocating circuits as well as other resources.  

In practice it would be possible to combine these models.  E.g. a set of networks could do chaining among themselves and participate as group in a tree model.  Alternatively an ID scheduler could participate as an element in a chain of networks. 

1.3 Paths and Circuits in a Multi-domain Network 

A domain is defined for this document as a set of nodes with a common administrator. The purpose of a domain is to provide connections between edge points on the domain, usually as part of an end-to-end connection that includes connections through other domains.

A path between two endpoints consists of the endpoints (on the network) and zero or more hops between endpoints.  In strict interdomain paths (SIDP) 4 the hops are the ingress and egress link of each domain in the path.  In loose interdomain paths (LIDP) the hops may be domains, nodes, ports, or links on the path.  

Requests for circuits typically use loose paths in the request.  The loose path is converted to a strict path during reservation process between IDCs.  A confirmed path (CIDP) consists of one where the each domain has authorized the path segment in its domain.

When a reservation request is made, IDCs communicate to determine an appropriate interdomain path.  Each domain’s DC determines the internal path of the segment within the domain.
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A Strict Interdomain Path between users

A circuit is an instantiated connection over a path.  A path may be reserved ahead of time.   

1.4 Basic Trust Model

The current trust model for IDC is relatively simple.  We expect that it will be enhanced in the future. In brief, the first IDC contacted authorizes a requested action based on the authenticated end-user who made the request. In the currently implemented chained topology, a subsequent IDC bases its acceptance of the requested action on the IDC which passed the request to it. In a tree topology, the IDC scheduler would authorize the end-user, and each IDC would accept the request based on trust of the scheduler. 

In either model, it is assumed (but not yet implemented) that the IDCs would have Service Level Agreements (SLA) as to how much bandwidth and on which interfaces they would accept traffic from an adjacent domain.
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An end-user must have an existing relationship with the domain at which he is going to request a reservation. Normally, this would be the ingress domain where the data enters the dynamic circuit. This ingress domain maintains a list of trusted users and tokens with which to identify them. 

An end-user can be a human user or some service running on a specified host. An IDC is an example of the latter. So an IDC can use the same authentication scheme for the original user request or a request from an adjacent IDC.  

Somewhat beyond the scope of the IDC is the question of how the user destination host will agree to accept the traffic. See the AAA section below [3.5] for discussion of this issue. 

2 Overview of DCN Interdomain Protocol

The IDC protocol has three different orthogonal roles. 

1.  share topology,

2.  reserve paths for future circuits, and 

3.  instantiate circuits from previously reserved paths.

These are described at a high level below.  Note roles 2 and 3 are implemented in deployed DCN networks.  Topology sharing is not implemented and is under active study. 

2.1 Topology Sharing

Each domain must share some information about itself, including its connections to other domains, and some or all users that are connected to it.  The IDC protocol has defined a Get Topology message, but an infrastructure for supporting it has not been implemented. 

The current implementations of IDC use hand configured topology to provide connectivity data for doing path computation.  A globally defined Lookup Service provides the ability to find user hosts connected to any network.  

This is an active area of development and evaluation.  Two approaches being considered are: 1) distribute topologies between neighbors, similar to what is done for IP routing protocols, or 2) have domains share topologies with one or more WS directories.

The current topology representation schema was defined by the Network Measurements WG, and is used to exchange information between IDCs as well as between IDC and PerfSONAR instances. The IDC team is providing input to the OGF Network Modeling Language WG on the development of a new topology model and schema.
2.1.1 Path Computation

When a reservation request is made with a loose interdomain path, some path computation must be done to turn the loose path into a strict path that defines a potential circuit to be provisioned.  The IDC instance that performs path computation relies on the topology information that is available to it, so the topology sharing mechanism is critical to this process. Currently a simple shortest-path algorithm that takes into account bandwidth constraints has been implemented for path computation.
2.1.2 Lookup Service 

User hosts interface to the network at a link on a network device, i.e  a UNI. UNIs and the names of user hosts connected to them are available from a lookup server for the domain.  Thus  a user can either request a connection between user hosts, expecting the Lookup Service to find the names of the network links, or the network links can be specified directly.

2.2 Reservation request

A path reservation request is received by the local IDC.  A path request is for a specific time.  The local IDC checks the user identity and authorizes the user to make the request.   The Path Computation service is used to determine the strict path segment to the next domain (and perhaps to all domains). 

 Once the user is authenticated and a path is determined, a two step process is followed to create a confirmed Interdomain Path (CIDP).. 
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First, each IDC in a path receives a request, either approves it and holds the resources or rejects it and returns a failure message.  Second, when all IDCs have approved the request, each IDC is informed that the request is confirmed and reserves the resources that it has been holding.  At this point the reservation is confirmed and the Confirmed Interdomain Path (CIDP) is returned to the requester along with the notification that the reservation succeeded. If any domain fails to accept the reservation, the other domains are informed of  the failure, release any resources they may be holding, and a failure notification is returned to the requester.
If an IDC receives a chained request it forwards the request to the next domain in the path.  If it is the last domain in the path, the IDC marks its segment of the path as confirmed, and then sends a path confirm to the previous IDC in the Path.  When the confirm reaches the first IDC, the CIDP is sent to the requester.

2.3 Circuit setup, maintenance and teardown

Circuit setup turns a confirmed path into a circuit. This is a one step process, where each IDC is told to initiate the circuit.  When all domains have acknowledged that the circuit is created, the circuit can be used, and an acknowledgement is sent to the requester. The setup request may be done by the user, or may be done by a scheduling function on the local IDC. If done by the IDC, the user expects the circuit to be on at the reserved time.

Path maintenance is the mechanism to check that a circuit is still operational.  This is similar to RSVP keep-alives, and is not implemented yet in DCN.

 Teardown is the process of releasing the network resources that comprise the circuit. It is signaled between domains, and for normal termination is initiated at the ingress domain.  For error termination teardown may be initiated anywhere in the path.

3 Architectural concepts

3.1 Topology names

The basic topology elements for DCN are taken from (a derivative of)  the OGF NM-wg topology 4.  This topology describes basic elements as: 1) domains, 2) nodes, 3) ports, and 4) links.  Each element is described as a URN 4.  The URN of a domain must be unique.   The fully qualified URNS of other elements include domain, so are also unique.

Each element must be in a single higher layer element.  Ports are physical connections on a device.  A link connects from a port on one node to a port on another node.   Note that while often there is only one link on a port, in some cases there may be multiple links on a port (for example when a port supports multiple VLANs, some of which go to one device, some to another – typically through a statically configured switch).

DCN elements are whatever are used in creating and defining DCN networks.   Normally these are real devices with real connections.  However, they might be virtual devices, they may include links that consist of static circuits between several devices.  The point is that the DCN topology may not match the topology needed to monitor physical devices, and the mapping between these topologies is outside the scope of this document.

3.2 Paths, hops and segments

Paths connect end points on the DCN network.  There may be multiple paths between and two end points. Paths can be divided into segments, where each segment consists of two or more hops.  A circuit is a strict interdomain path which defines all edge points on domains in the path, where domains have authorized path segments in their domain, and where the path has been instantiated and could be carrying live data.
3.3 Abstracted Topology

Domain topology contains descriptions of all UNI, ENNI and NNI links and information about the devices to which the links are connected.  Domains share some or all this topology information with other domains.  There are two approaches to this: 1) share a subset of the domain topology or 2) share an abstracted view of the domain.  

What the domain chooses to share may be based on policy.  The policy might be to share only connections to other domains (ENNI), or to share a subset of connections to users (UNI).   It might share different information with different domains.  For large domains some pruning of shared topology is often desired for security or for because the topology is large.

In the case where an abstracted topology is shared, the abstraction of internal domain must first be created.  Sharing an abstraction allows a domain to give a hint of internal paths that might be available without showing the entire topology.  It may also allow the domain to hide the actual name of links connecting to other domains or to users.  While the need for abstracted topologies is obvious, the creation of a good abstraction for a large network is a difficult task, and is still under investigation.

3.4 Tokens

The IDC protocol supports the ability to carry tokens associated with confirmed reservations.  Tokens are an experimental capability.  The general idea is that a unique, token is created at path reservation time and then used at circuit setup time. The token will contain information identifying an authorized reservation.  Token creation is a by-product of the authentication and authorization at multiple domains that takes place during reservation creation which can be a time consuming process.  Using the token at signaling time can be relatively fast way to re-assert authorization and authorization.  The token allows one to “bind” the reservation and the signaling together. 

There are still a number of unresolved issues about how one creates and distributes tokens, and whether a token is only valid when presented by the user who made the original reservation or can be used by anyone who possesses it.
3.5 Authentication, Authorization and Accounting (AAA)

IDC supports a basic security capability that works well for the networks that are currently using it.  A brief description follows.

Authentication is supported in the IDC protocol by its use of signed messages, which include the X.509 certificate that corresponds to the signing key. This accomplishes point-to-point authentication between the user and the ingress IDC. When a request is forwarded to an adjacent domain, the message is signed by the local IDC. An IDC is simply an end-user which is a service running on a known host. It has it own unique identity token that is included in the list of trusted users in the domain to which it is forwarding a message. This implements the trust model described above in section 1.4.

Authorization is done by each domain by a process that may be specific to the domain. Our current trust model requires a trust relationship between an end-user and the ingress domain, and trust relationships between adjacent IDCs. Establishing a trust relationship for an end-user requires a conversation with the administrator of the domain’s IDC. The user and domain will agree on one or more user identity tokens, such as a login name and/or X.509 certificate or Shibboleth attribute. Whenever the user contacts the IDC, the token is presented, e.g. a login on a web interface, or a signature on a SOAP message, which the IDC uses to authenticate the requester. The IDC then uses that identity to check what actions are authorized to this user.  The same procedure applies between adjacent IDCs which will be sending or accepting traffic from each other. The IDC administrators establish an informal SLA regarding how much traffic, on what interfaces will be accepted.

It is expected in the future that there will be need for some federation of users such that networks can make resources available based on who is asking rather than just which neighbor asked.

It is especially likely that the destination host at which the data is targeted will want to be able to accept or reject traffic based on who is sending it. We are currently including an identity token for the originating user in all forwarded messages, but so far it is unused.

One suggested possibility for authorization by the destination host is that it will run an authorization service that supports the IDC reservation protocol. Then the egress IDC could pass on the create reservation request and the user host could accept or reject the proposed traffic probably based on the end-user who is sending the data. This user token could also be used by IDCs in their authorization procedure. In this case, the downsteam domain authenticates the message as coming from the previous IDC and trusts that IDC to have included the correct end-user token. It then authorizes an action based on the end-user.

Currently no accounting is done, but it is anticipated that some accounting will be needed as the system is more heavily used on production networks.  

However, before any additional security protocols are added, we will need to know more about the requirements of the domains running the IDCs, originating users, and destination hosts.
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