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[Please note this is a static document from OGF23 – the latest (i.e., maintained) version can be found on the GSM-WG gridforge site, https://forge.gridforum.org/sf/projects/gsm-wg (if it doesn’t work try http instead of https)]

This document lists a number of issues that have been raised wrt the SRM 2.2 protocol.  This document summarises the discussion at the OGF22 meeting in Cambridge, Massachusetts, and reviewed and updated at OGF23.  A concomitant document will document the implementations' known deviations from the standard by annotating the standard; some of those issues are mentioned in this document (and should be removed when the other document is ready).

Input for OGF22 came mainly from the dCache, CASTOR, and StoRM implementations.  It is thus necessary to tie in the remaining implementations, viz., DPM, BeStMan, and JASMINE (others? ASGC?).  As well as, of course, the user communities.

Overview of issues for SRM 2.2 raised at OGF22:

· Deviations from the specification

· Optional parts of the API, default values

· Implicit behaviours

· Explicit behaviours with unknown effect

· Encouraging best practices in API

· Delegation and GSI authentication

· srmCopy

· srmLs

· Notes on complexity of WS-*

· Use of space tokens

· Uniformity vs Diversity

· Files as fundamental unit (as opposed to datasets, or chunks)

· Capabilities

· WLCG vs Other Customer

· Space tokens on Get and BringOnline (revisit WLCG MoU?)

· Latency: Tape1Disk1 is not ONLINE_AND_NEARLINE

· Latency: OFFLINE (etc), consistency between implementations

· Bulk requests: directory Get

· Spaces: Access control on spaces (finer grained than VO)

· Spaces: Reserving subspaces of spaces

· Spaces: Space summary for owner

· Spaces: Query space status

· Spaces: What is a space anyway (baseline capabilities?)  Unique way to reference spaces?

· Spaces: What happens when file is released?  Behaviour of permanent file in limitied space?

· Permissions: Simple, Unixy.  Consistent with space permissions?

· Permissions: also for roles and groups.

· Permissions: need to protect staging in (not the same as get or bringOnline)

· Storage type wrongly named in specification

· What actions to do on timeout of files

· Virtualisation, Dynamic resource allocation (also networking)

· What to do with these items (2.2+, 2.3, 3.1), more future directions

· Other related activities in OGF

New issues since then:

· Reference implementation

· Request suspensions

· Space availability – definition of available space – again

· Tie in remaining implementations

· WLCG – timescale for introducing changes (they are still being requested?)

· Other user communities?  Supported via other capabilities?

· Use of XAM and OSD?

· Multiple copies transfers (parallel transfers of the same file from multiple source copies)

Other issues from Flavia's WLCG presentation at OGF23:

· What does “best effort” mean for spaces?

· In the implicit pins, you cannot ask for pinLifeTime (Put, Copy)

· Which checksums are supported

· No need for srmChangeSpaceForFile

· Who is the “owner” of the space and how is access control set by default

Other issues from Patrick's presentation at OGF23:

· STDs can point to spaces with different capabilities or access controls

· Use of gridmap files and VOMS support and ACL parsing

· Compare srmPurgeFromSpace to delete (release)

· Copy does not allow source space tokens

Detailed descriptions of issues:

Deviations from the specification

These need to be documented, starting from the specification.

Optional parts of the API, default values

These need to be documented.

An example is the default file size on srmPut.  Is it 1?  Is it implementation dependent, or dependent on the space?  Is it returned to the client?

Implicit behaviours

There are a lot of implicit activities, some of which may be surprising to the client.  Documenting them will help, but again there may be implementation specific behaviour.

Examples include implicit pinning, implicit space reservations on srmPut, implicitly set and extended lifetimes e.g. on srmGet, and implicit changes upon lifetime expiry.

Explicit behaviours with unknown effect

When it is possible for the client to call these via the API, chances are it will happen.  An example is srmChangeSpaceForFile which requests “illegal” transitions, or transitions supported only by some implementations.

Encouraging best practices in API

One of the earlier experiences was with users who called srmGet to get a TURL for the file, or to get metadata associated with the file.  When they did not release the file, the SRM ran out of resources.  Users were then told they had to release the file, but even then jobs could fail.

A second example is srmLs (see srmLs below).

Can the API be changed to encourage better behaviour.

Delegation and GSI authentication

Delegation is needed for the srmCopy function (and only that one).  Numerous users and developers have raised the issue that GSI is incompatible with standard SSL (being an extension).  Several proposals have been put forward as alternative means of doing delegation, the best one (probably) being the gLite delegation API.

srmCopy

srmCopy needs delegation (see Delegation entry).  Other issues with srmCopy include that srmCopy expects to copy to a peer, an SRM 2.2 – otherwise it will need to query the information system to find out the supported control protocols of the peer.

In practice a number of issues arise in push/pull, i.e, whether the source or destination is called with srmCopy (usually it's the destination), and then whether gridftp is used to push or pull.  Are the issues fully understood (they are sometimes implementation dependent), and can defaults be set to minimise them?

How does the user know about transfer problems – notification.

srmLs

Well known difficulties with large metadata blobs – in creating them and in transmitting them.  Return datasets are limited so offset needed, so timing issues (directories can change).

Notes on complexity of WS-*

Rich Wellner examined WSRF for SRM.  More generally, many WS-* could be applied to implement all or parts of the required security infrastructure, but we need usable specifications (not just royalty free), and mature, stable, and interoperating implementations in at least both of Java and C++.

Use of space tokens

For CASTOR, using space tokens enables CASTOR to allocate disk pools for the file to be read.  Otherwise it could remember the file's STD – but the file may be read back into a different space, e.g. if the file is uploaded to a temporary location with WAN access and downloaded to a more permanent area with LAN access.

For dCache (with tertiary storage), there is an issue with STDs not being passed to the storage system.

Uniformity vs Diversity

This may be more a philosophical question.  We have different implementations managing different storage systems which is a strength of SRM.  How far do we go in making them appear the same, and how much should we enforce uniformity via the API?  For example, the GLUE schema permits an implementation to publish capabilities that may not be supported by other systems.

Files as fundamental unit (as opposed to datasets, or chunks)

We have decided to manage files.  Sometimes this is inefficient.  For example, a dataset consists of files that “belong” together, so should be packed (and stay) on the same tape, ideally.  Conversely, a file may contain several chunks which are to be read together but it may be inefficient to transfer the whole file if it is very large.  A tradeoff of course is to ask the client to tar up the files; this also helps address the small files problem on tertiary storage – but should clients really be asked to do that?

Capabilities

Notification of events – normal (file updated, written, read) or abnormal (integrity check failed)

WLCG vs Other Customer

WLCG – in particular HEP – is by far the biggest user community of the SRM protocol, so clearly have a large say in how it should be used.  However, there are also other user communities, and we should not ignore their requirements.  For example, EGEE have biomed users with different security infrastructure and requirements, and ICTP have users with financial use cases.

Space tokens on Get and BringOnline (revisit WLCG MoU?)

The WLCG MoU prohibits space tokens on gets, but it is actually helpful for certain implementations (e.g. CASTOR), and for certain types of experiment use cases (see Use of space tokens above).  An implementation may or may not bring back the file to the same space in which it was written: if an implementation provides this guarantee, the behaviour on bringing back the file to a different space should be defined (copy to space).

Latency: Tape1Disk1 is not ONLINE_AND_NEARLINE

It was noted that WLCG had defined some storage types such as Tape1Disk1.  ONLINE_AND_NEARLINE is not the same because “in cache” does not mean the file is always in cache, just that it is currently in cache.

Latency: consistency between implementations

Is it understood how to publish the remaining classes?

Bulk requests: directory Get

It was raised whether it should be possible to Get a directory, which would recursively get all files in it (and, presumably, conversely, Put).  Apart from the scalability issues which also apply to large bulk Gets, is it useful/feasible to do this?

Spaces: Access control on spaces (finer grained than VO)

It was noted that access control on spaces may be necessary, not just in general but for specific actions on the space.

Spaces: Reserving subspaces of spaces

It should be possible to reserve a large space and then smaller spaces within it.  One possibility is that everything is considered a space, so a VO's resource allocation is itself a space wherein the individual members may reserve subspaces.

Spaces: Space summary for owner

It should be possible to summarise spaces owned by a specific user, e.g., via srmGetSpaceMetaData.

Spaces: Query space status

Is sufficient metadata sets available in TspaceMetaData?  Define available/usable/free.  Define total and used.  Role of reserved space.

Spaces: What is a space anyway (baseline capabilities?)  Unique way to reference spaces?

Define spaces:


“A space is an abstract measurable storage resource, able to store files, with at least one physical storage device behind it, reachable via a well defined path for Puts or Gets, with a well-defined set of capabilities supported for all files in the space.”

(where capabilities here refers to the limited set of AccessLatency and RetentionPolicy, as well as minimal and maximal file sizes, and it is understood that the weakest is published, least common denominator, that is, guaranteed to be supported for all files at all times.)

Spaces: What happens when file is released?  Behaviour of permanent file in limitied space?

When a file is Put to a space, the space shrinks (i.e., the available, er, space).  When the file is released from the space, the space does not get the space back.

Are tokens unique, or can they be recycled?  Token descriptions?

Permissions: Consistent with space permissions?

When permissions are published for spaces (ACBRs) they should be consistent with those enforced on the space: but for Put, or Get, or something else?  Potentially some spaces could be read-only.  Currently published spaces are often more coarse grained (typically the VO only) than those enforced by the system (e.g., subset of VO can write, whole VO can read).

Permissions: Simple, Unixy.  Needed also for roles and groups?  Others?

Unix permissions are not always sufficient.  StoRM is able to call out to LFC to make LFC manage access control.  Can more be done with advanced policy engines (possibly external PDPs), is it needed?

Permissions: need to protect staging in (not the same as get or bringOnline)

For SRM implementations managing tertiary storage, it has been proposed to separate staging in from reading.  Staging in a file is more expensive for the storage system than letting users read a file which is already in disk cache.  The use case thus calls for a specific role with permission to request files from tape on behalf of other users who will be reading the file.

Storage type wrongly named in specification

The specification wrongly names the expiration modes as “volatile,” “durable,” and “permanent” in analogy with SRM1.  This is incorrect: in the SRM2 protocol meeting at CERN in August 2006, it was agreed to rename them “releaseWhenExpired,” “warnWhenExpired,” “neverExpire” to avoid confusion with overloaded terms from SRM1 where “permanent” meant both “will never expire” and “on tape.”

What actions to do on timeout of files

In some cases when a file's lifetime expires, the file can be released (which means it may be deleted at the storage system's convenience).  For warnWhenExpired files (in SRM1 known as “durable”), what is the right action?  Should the administrator be warned, the user, or some designated VO representative?

Virtualisation, Dynamic resource allocation (also networking)

What to do with these items (2.2+, 2.3, 3.1), more future directions

To be discussed during GSM-WG sessions at OGF23, updating this document.

Other related activities in OGF

Other OGF groups are relevant to this work, in particular perhaps GLUE-WG and GIN-DATA.  Indirectly alos GridFTP-WG since all SRM implementations are required to support GridFTP as a data transfer protocol.

We should document the interactions.

Space availability – definition of available space – again

Available space: what is the current definition?

Request suspension

Suspension is not supported by any implementation.

Tie in remaining implementations

It is necessary to get input from the remaining three implementations.

Multiple copies transfers (parallel transfers of the same file from multiple source copies)

It has been proposed to allow the user to ask the implementation for multiple copies (TURLs) for the same file, to enable the user to perform parallel transfers.  Of course it is then the client's responsibility to reassemble the tranches.

What does “best effort” mean for spaces?

In the implicit pins, you cannot ask for pinLifeTime (Put, Copy)

This is obvious: implicit pins are implicitly created under certain circumstances.  Users are expected to call explicit pin functions to set pins.

Which checksums are supported

Many customers want MD5 but it is quite expensive to calculate.  Moreover, the GridFTP server should be able to generate a checksum during the transfer (which is cheaper as a separate read-from-disk process is not required), but some clients want checksums at specific stages: e.g., as the file is written to tape.  dCache does not support MD5: it supports Adler32 which provides decent data integrity check but not with any cryptographic guarantees.

“No need for srmChangeSpaceForFile”

Who is the “owner” of the space and how is access control set by default

By default, the owner of the space is the person (identified by DN) who created it.  What is the default ACL for the space (see entry for ACL for spaces).

STDs can point to spaces with different capabilities or access controls

A Space token description can (in dCache at least) refer to several spaces, which may have different capabilities or access rights.  The behaviour seen by the user can depend on which space is actually chosen by the implementation.

Use of gridmap files and VOMS support and ACL parsing

Currently gridmap files are still required for access to most implementations, e.g. for the GridFTP servers.  dCache looking at using NFS4 for ACL parsing.

Compare srmPurgeFromSpace to release release (delete)

This is a feature which may need documenting: a file may be in more than one space, and can be purged from one or more of those spaces, except not the last one because that would release the file.

Copy does not allow source space tokens

This problem is related to the space tokens on Get issue: when the destination SRM pulls the file from the source SRM, it is unable to specify the space used for the Get.

WLCG – timescale for introducing changes (they are still being requested?)

In the case of WLCG, with real data being imminent, can anything be deployed at this late stage, and if so, how?

· Extending the API by adding new function calls, with current function calls unchanged (2.2+)

· Extend the semantics of some of the existing calls (2.2+)

· Develop a 2.3 version which is allowed to make minor modifications to 2.2.

· Postpone changes to 3.0/3.1.

