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Abstract
The interaction between (potentially heterogeneous, distributed and complex) services in a Grid requires an integrated and extensible scheduling and management of the resources involved. Access to those resources is typically subject to individual access, accounting, priority, and security policies controlled by the resource owners and enforced by local management systems. The interaction of the administratively autonomic local management systems with Grid-level scheduling services is one of the challenges to fully exploit the Grid’s potential.
The goal of the Grid Scheduling Architecture Research Group (GSA-RG) is to define a generic scheduling architecture that supports cooperation between different scheduling instances for arbitrary Grid resources. Candidate resources include network, software, data, storage and processing units. Co-allocation and the reservation of resources are key aspects of the Grid scheduling architecture.
This document outlines the basic requirements a Grid scheduling architecture has to comply with, proposes a generic core component of this architecture, the Scheduling Instance
, including its interfaces
, and contextualizes the Grid scheduling-related requirements to other specifications by and efforts within OGF.
Contents

31.
Introduction


32.
Notational Conventions


33.
Background


34.
Requirements


34.1
General Issues


54.2
Use Case-specific Issues


65.
Current Standardization Efforts


65.1
Core Aspects


65.2
Optional Aspects


65.3
Related Aspects


76.
Recommendations


76.1
General Recommendations


76.2
Use Case-specific Recommendations


87.
Contributors


88.
Glossary


89.
Intellectual Property Statement


810.
Disclaimer


911.
Full Copyright Notice


912.
References





1. Introduction

The goal of the Grid Scheduling Architecture Research Group (GSA-RG
) is to define a Grid scheduling architecture that facilitates cooperation between different schedulers while supporting arbitrary resources types. Candidate resources include network, software, data, storage and processing units, but in principle all entities, which can be scheduled and where a respective service exists, are potential candidates. Co-allocation, workflow scheduling and the reservation of resources are key aspects of Grid scheduling; the architecture takes this into consideration and provides the necessary means.

2. Notational Conventions
The key words ‘MUST,” “MUST NOT,” “REQUIRED,” “SHALL,” “SHALL NOT,” “SHOULD,” “SHOULD NOT,” “RECOMMENDED,” “MAY,”  and “OPTIONAL” are to be interpreted as described in RFC 2119 [BRADNER1].
3. Background

In general, sites can participate in Grid computing by offering resources, provided that certain conditions such as security requirements are met. The interaction between those Grid resources during the execution of a job requires a scheduling layer that uses a different scheduling paradigm from that of local or centralized schedulers. While local scheduling usually involves a single scheduling instance that has access to all system information, Grid scheduling requires interaction to remote sites and their local scheduling systems. This situation suggests the use of several scheduling layers for the Grid. Although the details of this scheduling architecture have not yet been decided, those layers clearly need to interact with each other.

Typically, the Grid scheduler itself has no direct control over resources. Therefore, it must communicate with and appropriately trigger lower-level scheduling instances. Those lower-level schedulers either control resources directly or have some kind of access to their local resources. The concept is not restricted to two levels of scheduling instances, however. The lower-level scheduling instance can be a local scheduler for a single resource, or it may be a scheduling system that manages several resources. The type of the resources handled by lower-level schedulers is not restricted to computing resources but may include other resources.
4. Requirements

4.1 General Issues

4.1.1 Resource Selection

Essential part of a job description is a Resource Requirements Description, which specifies what is required for the job. The main objective is to define all requirements that must be satisfied by Grid resources in order to successfully execute the Grid job. Such a description is intended to be consumed by Grid schedulers or services that are responsible for finding resources in a Grid.
The resource requirements description should allow expressing requirements concerning basic resource parameters for instance number and speed of processors, amount of memory etc. Additionally, the description should include requirements, which are needed for common and important classes of applications such as, distributed jobs, which run on multiple clusters/computers and require their co-allocation, interactive applications etc. The language used to describe resource requirements should have certain desired features. They include extensibility (i.e. possibility to specify requirements concerning arbitrary metrics rather than limiting them to a pre-defined set), well-defined structure (in order to allow precise definition of expressions and easy automated processing by Grid entities), and readability (i.e. not to complex to enable users to understand it). It also should be possible to be referenced or included by other descriptions such as job and workflow descriptions. For instance, a workflow language must be able to refer to particular sets of resource requirements in definitions of single workflow nodes. It should allow using various constraint definition languages and arithmetic expressions languages (e.g. standard languages if ones are available).

In addition to requirements related to static resource parameters needed for a job execution, sometimes requirements concerning scheduling objectives and quality of service may be needed. They may include more high-level metrics defining resource requirements such as time, cost, reliability etc. 

In many Grid scheduling use-cases knowledge about job execution times is implicitly assumed. For instance, users must specify the maximum time needed for their job to execute or resource providers must guaranteed that user's job will finish until certain time.  Therefore, the performance prediction functionality is important for efficient Grid scheduling especially if a quality of service is required and job completion times must be known in advance. In general, prediction of a future behavior of Grid jobs as well Grid infrastructure is needed. In this section we focus on prediction of computing performance, however, predictions concerning other aspects of Grids such as data transfers or network bandwidth are also very relevant to Grid scheduling.

Various parties depending on a specific scenario may perform performance prediction. At least the following patterns can be considered:

· There is a trusted third-party performance prediction service that provides estimations for all other authorized Grid entities,
· Resource providers are responsible for performance estimations such as returning expected job execution time; this is more suitable for jobs that are applications pre-installed and offered by resource providers,
· Clients do performance estimations for their applications; this is more suitable for users' jobs submitted to resource providers,
· Clients deliver a detailed application performance model description and they make agreements with resource providers about conditions that must be met to guarantee certain performance of the application.
Independently from specific architecture prediction of at least the following values is considered as an expected functionality of a Grid performance prediction system: job execution times, job start times, and job resource requirements, e.g. memory, disc space etc. A Grid performance prediction system should also provide metrics useful for estimation of possible prediction errors.
4.1.2 Job Management
Job management is the key point of any Grid scheduling scenario. The ultimate goal of Grid resource management system is to execute a possibly complex application on a set of distributed resources. Then it is obvious that job management may interact with the other processes in a Grid scheduling scenario. In particular, job management involves interactions with information services, to gather information on the resources and their execution environments, reservation/negotiation services, to establish an agreement on the execution of the application, monitoring services, to provide information about the status and the performance of actual and past executions, and data/network management services.
4.1.3 Data Management

As data management is a crucial part in many Grid scenarios, it is clear that Grid scheduling needs to integrate or interact with data management functions. That means on one hand that location of data has to be considered in the process of resource selection. On the other hand, the coordination of data transfers for instance in case of file stage-in and stage-out needs to be considered. The management of data transfer is a complex as this involves information, prediction or management of other resources as well. Typically, storage and network capabilities have to be considered to reliably manage data transfers.

In general, data management has many similarities with general Grid scheduling. It needs access to information services to assess information about data location and storage situation.

A data management system has to perform functions like organizing data transfers, and ideally consider the scheduling of data transfers and storage use. This can include information about future resource utilization and the future availability of data at certain locations. For efficient job scheduling it is important to gain access to such information or to interact with a data management system to orchestrate a coordinated schedule for jobs and data.

4.1.4 Network Management

The ability to manage network resources is essential for grid scheduling. Grid scheduler can take advantage of such functionality in many different ways. At this point an example should be given to illustrate this point. Imagine a grid scheduler that is used to schedule an application on the grid. The input data for the application located on a dedicated data server and is expected to be on the execution system when the application starts. It is the task of the grid scheduler find available compute resources that fit the application needs, and to make sure that the input data are at the compute system at runtime. Network management functionality can be used to calculate the time for data transfers and to obtain guarantees that the required network resources are available to successfully complete such file staging processes.

A second example for applications that require network management capabilities are meta-computing applications. Such applications usually comprise multiple modules. These modules may be massively parallel applications, which require fast networks with low latency like they can be found within compute clusters. The communication requirements between the separate modules are not so high in terms of latency, but may require a minimal amount of bandwidth in order to work efficiently. Grid scheduler must be able to provide such bandwidth guarantees.

Reservation of network path

The minimal network management functionality for grid scheduling is to reserve network a path between two endpoints with a specific quality of service (QoS). An endpoint can be every entity in the grid, such as compute systems, storage systems, or scientific equipment. A network endpoint is uniquely identified by a network address, e.g. an IPv6 address. 

The reservation of a network path may be unidirectional or bidirectional. Possible QoS properties are minimal bandwidth, maximal bandwidth, average bandwidth, latency and jitter.

Reservation of multiple network paths
In some scenarios it might not be sufficient to reserve only one network path. Nevertheless, even if each network path could be reserved on its own, it might not be possible to reserve a set of network paths on a time. This results from the fact that different paths in the network require the same resources. Therefore, the network management system must be able to reserve QoS for multiple network paths at once.

Availability information for network resources

For efficient data management, co-allocation and orchestration of resources a grid scheduler might need information, when a certain network service consisting of one or multiple paths with certain QoS parameters can be provided. The task of an availability information service is the estimation of the next possible provisioning time for a service. A grid scheduler should be able to supply an earliest start time for the requested service. The information service should then acknowledge the requested start time or return the next possible start time for the requested service.

Release network reservations 

Grid scheduler need to release network resources if they are not longer required. Therefore, network management systems must expose interfaces, which allow grid to accomplish this task. When a network reservation is released, all resources that are associated with this reservation are freed.

Monitoring of network reservations
Grid schedulers need to monitor existing network reservations. The monitoring functionality allows retrieving information on the status of separate network paths and the associated QoS parameter. In conjunction with network event notification efficient monitoring of network reservations can be implemented.

Notification of network events

It should possible for grid scheduler to subscribe to network event notifications. Notifications provide a mean for network management systems to inform interested clients about changes in the network management system. Possible notifications are the set up of a network connection, the tear down of a connection, the expiration of a service, or the occurrence of an error.  

Network topology information

If network connectivity is required over multiple domains, grid schedulers need information on the network topology in order to find valid end-to-end paths in the network. The network topology provides information on the border gateways of the different domains and possible paths. However, the task of scheduling network connections over multiple domains is usually accomplished by a dedicated network scheduler, which may be part of the network management system. 
4.1.5 Reservation Management

Grid scheduling might imply reservation management, which in turn includes requirements with respect to agreements on resource usage and negotiation resulting in these agreements. 

As of today, reservation of resources for the reliable execution of a an application or a workflow with a dedicated QoS is the only way to assure the required service level if resources are not exclusively at the disposal of the requestor. This holds especially for distributed environments where the user or the software acting on its behalf (e.g. a Grid scheduler) usually is not able to directly interfere with the resources, which are located in a different administrative domain and not under his control.

As the Grid scheduler may not enforce any reservation of resources of an independent resource provider, negotiation of reservations with the local resource management systems (RMS) is the only promising way to succeed. Depending on the complexity of the application or the workflow to be executed, the Grid scheduler needs to negotiate with several local RMS:

· To find out which resources could be used given the details of the request
· To settle an agreement on the reservation with the RMS selected
To achieve (1) also in the case of sophisticated requirements with respect to the capabilities of the resources or costs, a resource selection step performed by e.g. a broker could be inserted and the Grid scheduler would only negotiate properties like start-time, duration of the reservation, accessibility of the resources for the requesting user, etc. 

The result of the negotiation should be one or more binding agreement(s) between the parties (depending in the number of RMS contributing resources involved), defining the service level objectives, the guarantees for these and additional penalties, if the service level objectives may not be reached later. 

Obviously, there are cases, where an agreement needs further refinement. This might happen already during the initial negotiation or at a later time when the agreement has become effective. In this case, negotiation capabilities have to be available, allowing iterating on the initial offer, if this does not completely match the requirement. Re-negotiation comes in place when the agreement is already effective and has to be extended or reduced, e.g. because the resource requirements have changed over time.

4.2 Use Case-specific Issues
4.2.1 HPC Job Scheduling

The first described use case is intended for average Grid users, who mainly execute compute-intensive stand-alone jobs with no special requirements. These jobs can be assumed completely independent and have no precedence constraints among each other. Among the various conceivable Grids we focus on computational Grid infrastructures, build up from uncoupled resources and interconnected by high-latency public networks, dedicated to the execution of high-throughput applications. Therefore, this use case can be considered as the most simple but also most general one that is supposed to serve as a template for future enhancements and specifications. 
To become more concrete, we assume computational rigid parallel jobs that are neither moldable nor malleable and require concurrent and exclusive access to a certain amount of processing nodes during their whole execution phase. The number of required processing nodes is available at submission time and cannot be changed afterwards. Further, we do not allow any preemption of jobs as this would usually require some kind of check-pointing mechanism, which most current applications do not support. 

From the user point of view, we assume the following application model:

1. Input files: The jobs may require a single or a set of input files specified by the user. These files have to be staged to the remote host before the actual job is started. The scheduler should provide a flexible way to specify input files and supports parameter sweep like definitions. Please note that these files may be also architecture dependent.

2. Executable file: The executable represents the real job application that should be executed on the Grid. The program code must be compiled for the remote host architecture. The scheduler should realize a straightforward method to select the appropriate executable for each host

3. Standard I/O streams: The standard input file is transferred to the remote system previous to job execution. Standard output and standard error streams are also available at the client once the job has finished.

4. Output files: These files are generated on the remote host and transferred back to the client once the job has finished.
After the job has been submitted with the required specifications the scheduler has to perform the following steps: 
5. Resource discovery and selection: Based on a set of job requirements, like operating system or platform architecture, a list of appropriate resources is obtained by accessing to an information service mechanism. Then a single resource is selected 
among the candidate resources in the list.
6. Preparation: The selected host is prepared for job execution. This step usually requires staging of input files.
7. Submission and migration: The job is submitted to the selected resource. This is usually done by utilizing the local batch management system. 
8. Monitoring: The job evolution is monitored over time.
9. Termination: When the job is finished, its owner is notified and some completion tasks, such as output file staging and cleanup, are performed.
4.2.2 Complex Workflow Scheduling

Summarizing the following requirements exist for Grid scheduling with data management:

· Access to information about the location of data (essential requirement); 
this also requires some notion of closeness to computational resources as this will be a typical requirement for many Grid schedulers to select compute resources with access to a given data.
· Consideration of data transfers for stage-in and stage-out operations (optional);
these operations can e.g. be treated like additional steps in a sequential workflow (stage-in data must be available prior to the start of a computation job).
· Actual management of data transfers (optional); the availability of data and corresponding data transfers can be subject to reservation requirements. That means, data needs to be available at a given location a given time to facilitate efficient orchestration of an overall workflow. This information needs to be known in advance. Therefore, a planning/scheduling of data transfer and data availability is necessary.
5. 
Current Standardization Efforts

5.1 Core Aspects
5.1.1 Job Submission Description Language (JSDL)

The Job Submission Description Language, version 1.0, currently has the status of a proposed recommendation. In its original state, it covers the definition of basic resource requirements, a command with parameters to be executed on a resource and the provisioning/staging of input and output data. Extensions cover applications for POSIX-compatible operating systems, single-program/multiple-data jobs and parameter sweeps. JSDL is extensible in terms of adding new or modified dialects for other aspects in almost all contexts of the specification.
5.1.2 OGSA Resource Selection Services (OGSA-RSS)

The OGSA Resource Selection Service, version 1.0, currently has the status of a working draft. RSS covers the selection and planning of resources for the execution of an activity. It features two basic services: a Candidate Set Generator (CSG), which is responsible for finding appropriate resources for given requirements, and an Execution Planning Service, which provides advice regarding which resource from a (CSG-generated) set of resources is the most appropriate one with respect to client-specified and other requirements. OGSA-RSS development is still ongoing and, as such, open to modifications and extensions.
5.1.3 OGSA Basic Execution Services (OGSA-BES)

The OGSA Basic Execution Service, version 1.0, currently has the status of a proposed recommendation. In its original state, it provides a common interface for the submission of a general activity for execution on a given resource. A profile, OGSA-HPCP, has been created which narrows OGSA-BES and JSDL for the execution of High Performance Computing jobs. In general, OGSA-BES is extensible in terms of accepting arbitrary information besides the job description; however, the use of at least one JSDL description for the creation of an activity is mandatory.
5.1.4 Glue Schema (GLUE)
5.2 Optional Aspects
5.2.1 Grid Resource Allocation Agreement Protocol (GRAAP)

WS-Agreement version 1.0 is currently in the status of a proposed recommendation. WS_Agreement defines a language and a protocol to create service level agreements between a service provider and a service consumer. WS-Agreement itself is not limited to any environment but allows using specific term languages to express the service level objectives within an environment. For example, JSDL (see Section 5.1.1) is used to describe SLOs related to the execution of jobs using Grid resources. WS-Agreement also includes the possibility of defining guarantee terms and penalties in case a service level agreement is not fulfilled later.
5.2.2 Grid Storage Management (GSM)

5.2.3 OGSA Data Movement Interface (OGSA-DMI)

5.2.4 OGSA Resource Usage Service (OGSA-RUS)

The OGSA Resource Usage Service currently has the status of a working draft. It provides a common interface for the storage and retrieval of accounting data on the execution of an activity. The corresponding accounting data is provided in the OGSA Usage Record (see Section 5.2.5) format. The RUS service interface in itself is not extensible, however – due to the current progress state of the WG – still open to further input.
5.2.5 OGSA Usage Record (OGSA-UR)
The OGSA Usage Record Format currently has the status of a proposed recommendation. Its main focus lies in the specification of basic accounting and usage data for job execution on computational resources. Although UR provides an extension model for the tracking of other resource types, the tailoring to HPC use cases seems to be quite strict. As such, an extension to other types of activities seems to be difficult without modifying the current specification.
5.3 Related Aspects

5.3.1 Configuration, Description, Deployment, and Lifecycle Management (CDDLM)

6. Recommendations

6.1 General Recommendations

6.2 Use Case-specific Recommendations

6.2.1 HPC Job Scheduling

6.2.2 Complex Workflow Scheduling
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13.1 Scheduling Requirements for Data Management (Ramin Yahyapour)

As data management is a crucial part in many Grid scenarios, it is clear that Grid scheduling needs to integrate or interact with data management functions. That means on one hand that location of data has to be considered in the process of resource selection. On the other hand, the coordination of data transfers for instance in case of file stage-in and stage-out needs to be considered. The management of data transfer is a complex as this involves information, prediction or management of other resources as well. Typically, storage and network capabilities have to be considered to reliably manage data transfers. 

Network information is necessary to calculate or predict the expected transfer time of files. Moreover, in an advanced scenario the concise reservations of network resources might be a viable option to guarantee data availability at a certain location for a certain time. 

The transfer of data to a given location is only reasonable if sufficient storage is available at the destination. Therefore, storage as a limited resource must be considered as well. 

In general, data management has many similarities with general Grid scheduling. It needs access to information services to assess information about data location and storage situation.

A data management system has to perform functions like organizing data transfers, and ideally consider the scheduling of data transfers and storage use. This can include information about future resource utilization and the future availability of data at certain locations. For efficient job scheduling it is important to gain access to such information or to interact with a data management system to orchestrate a coordinated schedule for jobs and data. 

Summarizing the following requirements exist for Grid scheduling with data management:

· Access to information about the location of data (essential requirement); 
this also requires some notion of closeness to computational resources as this will be a typical requirement for many Grid schedulers to select compute resources with access to a given data.
· Consideration of data transfers for stage-in and stage-out operations (optional);
these operations can e.g. be treated like additional steps in a sequential workflow (stage-in data must be available prior to the start of a computation job).
· Actual management of data transfers (optional);
the availability of data and corresponding data transfers can be subject to reservation requirements. That means, data needs to be available at a given location a given time to facilitate efficient orchestration of an overall workflow. This information needs to be known in advance. Therefore, a planning/scheduling of data transfer and data availability is necessary.
· For interoperability tests, we need defined interfaces for interaction between grid scheduling entities and data management services (required for the features mentioned above). As of now, these interfaces are not yet available. As an alternative one could model a Data Management service identical to any other scheduling service. However, this concept seems quite advance and not yet in a state of practical application.
From current OGF standards work, JSDL V1.0 already includes the possibility to include data staging elements. The HPC Profile working group proposed a file staging extension (HPC File Staging Profile). However, there is not yet a clear way to facilitate file management beyond the basic transfer protocol like grid ftp. There is no common OGF specification for a management service which plans and executes file management operations. There is also no common data information service or accepted schema definition for data within the existing information services. For instance, there is no notion of unique logical data identification which can be mapped to specific physical data locations (similar to LFN and PFN in LCG).

Summarizing, it can be assessed that while valid requirements exist, the current standards do not provide a sufficient basis to conduct actual interoperability tests within a scheduling framework.

13.2 Scheduling Requirements for Job Management (Nicola Tonellotto)

Job management is the key point of any Grid scheduling scenario. The ultimate goal of Grid resource management system is to execute a possibly complex application on a set of distributed resources. Then it is obvious that job management may interact with the other processes in a Grid scheduling scenario. In particular, job management involves interactions with information services, to gather information on the resources and their execution environments, reservation/negotiation services, to establish an agreement on the execution of the application, monitoring services, to provide information about the status and the performance of actual and past executions, and data/network management services.

The typical requirements on job management can be grouped in three sets: requirements on job submission, on job control and on job information. 

The first group includes the mechanisms needed to parse a language-neutral description of the job and to create the runtime data structures needed to manage the job on a local resource(s). Ideally, such mechanism should be able to place the job in a ready queue of the local manager. Moreover, this description can be decorated with scheduling attributes deriving from the negotiation/agreement phase. The local job submission mechanism should be able to correctly understand such attributes to create the correct schedule data structure to place the job in execution according to the scheduling attributes. The job submission mechanism should return some job identification string that might be exploited later to manage and recover dynamic information about the job and its original description.

In the second set of requirements the simple API commands to perform actions on an already scheduled/executing job are included. Exploiting the job identification string returned from the job submission mechanism, these commands should allow the following actions:

· Suspend: temporary suspends the execution of a running job saving its state.
· Resume: resumes the execution of a suspended job from a previously saved state
· Stop: stops the execution of a job without saving its current state
· Start: starts the execution of a stopped job from the beginning
· Reschedule: in case of suspended or resumed jobs, it might be necessary to modify/re-negotiate the scheduling attributes of the job, maintaining its JSDL file
· Kill: forces the termination of a job 
· Signal: custom interrupt mechanism to communicate runtime events directly to the local resource manager; it will be in charge of the management of such events
The last group of requirements includes the mechanisms needed to recover information about the status of a submitted job. These mechanisms should include RPC-like requests as well as events notification. Moreover, the responses provided should include information to monitor the fulfillment of the agreement of the job.

The minimal set of requirements for interoperability tests includes just the job submission attributes. Such attributes have already been discusses in the OGF standards community, and a first set has been proposed, the JSDL 1.0. This specification includes the basic attributes commonly found on the available local resource managers, and is being extended to include not only a description of single batch jobs. The HPC Profile and SPMD Application Extensions are the first two extensions to JDSL finalized in the OGF community.

13.3 Scheduling Requirements for Reservation Management (Wolfgang Ziegler)

Grid scheduling might imply reservation management, which in turn includes requirements with respect to agreements on resource usage and negotiation resulting in these agreements. 

As of today, reservation of resources for the reliable execution of a an application or a workflow with a dedicated QoS is the only way to assure the required service level if resources are not exclusively at the disposal of the requestor. This holds especially for distributed environments where the user or the software acting on its behalf (e.g. a Grid scheduler) usually is not able to directly interfere with the resources, which are located in a different administrative domain and not under his control. 

As the Grid scheduler may not enforce any reservation of resources of an independent resource provider, negotiation of reservations with the local resource management systems (RMS) is the only promising way to succeed. Depending on the complexity of the application or the workflow to be executed, the Grid scheduler needs to negotiate with several local RMS:

· To find out which resources could be used given the details of the request
· To settle an agreement on the reservation with the RMS selected

To achieve (1) also in the case of sophisticated requirements with respect to the capabilities of the resources or costs, a resource selection step performed by e.g. a broker could be inserted and the Grid scheduler would only negotiate properties like start-time, duration of the reservation, accessibility of the resources for the requesting user, etc. 

The result of the negotiation should be one or more binding agreement(s) between the parties (depending in the number of RMS contributing resources involved), defining the service level objectives, the guarantees for these and additional penalties, if the service level objectives may not be reached later. 

Obviously, there are cases, where an agreement needs further refinement. This might happen already during the initial negotiation or at a later time when the agreement has become effective. In this case, negotiation capabilities have to be available, allowing iterating on the initial offer, if this does not completely match the requirement. Re-negotiation comes in place when the agreement is already effective and has to be extended or reduced, e.g. because the resource requirements have changed over time.

Existing OGF specifications

In 2007 the GRAAP working group finalised version 1.0 of WS-Agreement, which became a proposed recommendation of the OGF May 2007. The specification describes a language and a protocol to create SLAs in two steps. Basically, the two steps comprise the request for a dedicated service by a customer, followed by an offer of a service by the provider that aims to match the request. The initiator of the SLA might then accept or refuse the offer. 

In the current version of WS-Agreement there is not possibility for a negotiation with an exchange of several messages, e.g. offer, counter-offer, that would allow modifying the agreement in a way it is acceptable for both parties. Currently, the definition of such a protocol for the use with WS-Agreement is under way in the GRAAP-WG. 

WS-Agreement itself is not restricted to any specific context, e.g. job submission, co-allocation of resources etc, but allows including term languages to express the service level objectives of respective environment. In the context of reservation of resources for jobs WS-Agreement uses JSDL as term language for the description of the properties of the target resources. Other term languages, e.g. to specify licenses and license usage for commercial software, or network properties for co-allocation of compute and network resources are in preparation (NML-WG for the latter).

For the resource selection process described above a specification has been produced by the OGSA-RSS-WG.
13.4 Resource Requirements in Job Descriptions (Ariel Oleksiak)

Essential part of a job description is a Resource Requirements Description, which specifies what is required for the job. The main objective is to define all requirements that must be satisfied by Grid resources in order to successfully execute the Grid job. Such a description is intended to be consumed by Grid schedulers or services that are responsible for finding resources in a Grid.
The resource requirements description should allow expressing requirements concerning basic resource parameters for instance number and speed of processors, amount of memory etc. Additionally, the description should include requirements, which are needed for common and important classes of applications such as, distributed jobs, which run on multiple clusters/computers and require their co-allocation, interactive applications etc. The language used to describe resource requirements should have certain desired features. They include extensibility (i.e. possibility to specify requirements concerning arbitrary metrics rather than limiting them to a pre-defined set), well-defined structure (in order to allow precise definition of expressions and easy automated processing by Grid entities), and readability (i.e. not to complex to enable users to understand it). It also should be possible to be referenced or included by other descriptions such as job and workflow descriptions. For instance, a workflow language must be able to refer to particular sets of resource requirements in definitions of single workflow nodes. It should allow using various constraint definition languages and arithmetic expressions languages (e.g. standard languages if ones are available).

In addition to requirements related to static resource parameters needed for a job execution, sometimes requirements concerning scheduling objectives and quality of service may be needed. They may include more high-level metrics defining resource requirements such as time, cost, reliability etc. 

In particular, the following job scheduling requirements may be considered:

· Time constrains. They define requirements concerning start and finish times of a job. For instance, they should include earliest start time, latest start time, deadline.
· Job execution time. Sometimes requirements concerning job execution time need to be expressed. Nevertheless, this requires providing a job performance model and/or use of performance prediction (see Performance Prediction section).
· Resource availability in time. In some scenarios, detailed availability of particular resources in time may be required. In such cases resources requirements must include means to express it. 
· Price. Job requirements may include constraints with regard to price.
· Scheduling objectives and preferences. Users may want to define certain criteria that assist a Grid scheduler in appropriate ranking and selection of resources. In this way a user could require not only a machine with at least certain amount of memory but also a machine with as large memory as possible.
Currently the specification that provides means for description of basic job resource requirements is JSDL. It contains statically defined resource attributes whose semantics has been defined in the JSDL specification. This list of attributes has been adjusted to be interoperable between different operating systems in the HPC Profile. There is not a generic resource requirements language that allows expressing requirements regarding arbitrary attributes.

There is also no OGF specification designed for expression of scheduling and quality of service requirements. The Basic Execution Planning Service Profile (Basic-EPS) of the Candidate Set Generator (CSG) abstract service designed within OGSA-RSS includes additional quality properties. They include: price, start time, start delay, end time, and execution duration. 

EPS returns a list of candidate resources as an output. However, EPS does not guarantee that candidate resources will be really available in a moment of job submission. Therefore, it is rather useful for resource discovery phase rather than scheduling and actual allocation of resources. Possibly ESP candidates along with WS-Agreement templates can be used for that purpose.

Scheduling objectives and preferences can be addressed, to certain extent, by use of Simple Candidate Ordering Language (SCOL) in EPS, which is used to define how to rank candidate resources.

In summary, resource and scheduling requirements can be expressed to some extent using JSDL and EPS, respectively. However, they must be examined in more detail according to scenarios defined in this document.
13.5 Performance Prediction Requirements (Ariel Oleksiak)

In many Grid scheduling use-cases knowledge about job execution times is implicitly assumed. For instance, users must specify the maximum time needed for their job to execute or resource providers must guaranteed that user's job will finish until certain time.  Therefore, the performance prediction functionality is important for efficient Grid scheduling especially if a quality of service is required and job completion times must be known in advance. In general, prediction of a future behavior of Grid jobs as well Grid infrastructure is needed. In this section we focus on prediction of computing performance, however, predictions concerning other aspects of Grids such as data transfers or network bandwidth are also very relevant to Grid scheduling.

Various parties depending on a specific scenario may perform performance prediction. At least the following patterns can be considered:

· There is a trusted third-party performance prediction service that provides estimations for all other authorized Grid entities,
· Resource providers are responsible for performance estimations such as returning expected job execution time; this is more suitable for jobs that are applications pre-installed and offered by resource providers,
· Clients do performance estimations for their applications; this is more suitable for users' jobs submitted to resource providers,
· Clients deliver a detailed application performance model description and they make agreements with resource providers about conditions that must be met to guarantee certain performance of the application.
Independently from specific architecture prediction of at least the following values is considered as an expected functionality of a Grid performance prediction system: job execution times, job start times, and job resource requirements, e.g. memory, disc space etc. A Grid performance prediction system should also provide metrics useful for estimation of possible prediction errors.

In more detail the following major requirements related to a performance prediction functionality in Grids should be taken into consideration:

· Job Execution Time prediction. The main function of a Grid performance prediction system is provision of estimated job execution times. This knowledge is essential for accurate scheduling and service guarantees. In addition to an improvement of Grid scheduler decisions this functionality may be very useful for end-users.
· Job Start Times prediction. One of the major functions expected from a Grid performance prediction system is provision of estimated job start times. This functionality is particularly important during scheduling without use of reservations when job queue waiting time need to be estimated. 
· Job Resource Requirements prediction. In some scenarios a Grid performance prediction system should also provide a prediction of job resource requirements, e.g. memory, disc space etc. This knowledge is important for accurate selection and reservation of resources for a job.
· Resource Load rediction. Another useful feature of a Grid performance prediction system is a prediction of future load, e.g. number of spare processors or jobs in a queue.
· Metrics for estimation of prediction errors. Apart from estimated values themselves a performance prediction system should provide metrics useful for estimation of possible prediction error, e.g. standard deviation, variance, minimal & maximal values etc. This knowledge is essential for an accurate job scheduling since performance prediction in Grids may be very imprecise.
Grid performance prediction service should also support multiple jobs queries at the same time (for performance reasons), be able to make predictions for specified time in the future, and even based on incomplete input information.

So far there is no OGF specification of functionality for a Grid performance prediction service. Similarly, there are no OGF recommendations for Grid applications performance model description.[image: image1.png]
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